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Figure 1: Data pipeline through our system. The system is composed of four major components: motion capture gloves, the
game engine, the artificial neural network, and the gesture classification model.

ABSTRACT
In this work, we propose an end-to-end system that provides both
hardware and software support for real-time gesture recognition.
We apply a convolutional neuralnetwork over 3D rotation data of
finger joints rather than over vision-based data, in order to extract
high-level intentions (features) users are trying to convey. A pair
of customized motion capturing gloves are designed with inertial
measurement unit (IMU) sensors to obtain gestural datasets for
network training and real-time recognition. A network reduction
strategy has been developed to appropriately reduce a network’s
complexity in both depth and width dimensions while maintaining
a high recognition accuracy with the classification model produced
by the network. The classification model is able to classify new data
samples by scanning a real-time stream of joint rotations during the
use of the gloves. Our evaluation results expose the relationships
between the network reduction hyperparameters and the change
of recognition accuracy. Based on the evaluation, we are able to
determine an appropriate version of the light network and achieve
98% accuracy.

CCS CONCEPTS
• Computer systems organization→ Embedded systems; Re-
dundancy; Robotics; • Networks→ Network reliability.
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1 INTRODUCTION
The use of hand gestures is an important part of natural interac-
tions in everyday body language. Collecting hand motion data and
using it to recognize instant gestures that the user performs in
real-time data streams are important research challenges for virtual
reality, human computer interactions, human behavior studies, and
animations. In the realm of hand gesture recognition, there are
two archetypes – static, where hands are at specific postures, and
dynamic, where hands perform specific actions and move quickly
through a series of positions. While static hand gestures are rela-
tively simple to detect using the angles between different parts of
the user’s hand, dynamic gestures are not so simple to detect. Dif-
ferent users can start, perform, and finish a gesture in a variety of
different angles and speeds, resulting in an explosion of possibilities
that is infeasible to handle by enumeration.

Vision-based systems such as Kinect and LeapMotions have been
used to detect and recognize gestures, but they suffer the limitations
of self-occlusion and a limited range of space in which the user
can perform. Flex sensors have been used in sensor-based motion
tracking systems such as CyberGlove [43]. A flex sensor measures
bending or flexing based on varied resistance. They are known to be
costly and fragile, and they tend to produce nonlinearity or errors
between sensor flexion and resistance variation after a long-time
use due to the change of the sensor’s flexibility [7, 33, 34] . In this
work, we build a custom data glove using inertial measurement
units (IMUs) to capture both static and dynamic hand gestures.
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To recognize hand gestures for real-time applications, we pro-
pose a light neural network that trains on and then classifies hand
motions captured from our custom glove into appropriate gesture
categories. While popular neural networks have shown great accu-
racy in classification, the immense amount of computation required
for a single pass through the network makes them unsuitable for
real-time applications. Nevertheless, wewished for versions of these
networks that could compress the proven effectiveness of their ar-
chitectures into the memory and time constraints of a real-time
desktop application.

Our contributions are two-fold:
(1) We built a low-cost data glove to capture rotation angles of

the palm and fingers in real-time. It wirelessly connects to
the system and produces motion data for gesture recognition.
We used a two-step calibration method to precisely match
the initial posture of the virtual hands to the user’s physical
hands.

(2) We developed a light convolutional neural network as a
classification model to detect hand gestures in real-time. We
recorded 6,700 examples of different users performing these
gestures for the network training. The network is able to find
the archetypal features of each gesture and classify new data
samples by scanning a real-time stream of joint rotations.

2 RELATEDWORK
Related to ourwork, this section reviews several existing approaches
for motion capture and gesture recognition, which involve both
hardware and software development.

2.1 Motion Capture
Researchers have proposed handheld and wearable motion captur-
ing devices that are suitable to interact with virtual and augmented
environments, each of which carries limitations. Such commer-
cial devices used in research of gesture recognition include Wii
controller [35], Leap Motion [6, 23, 27], Kinect [26, 40], and Cyber-
Glove [17]. A Wii controller would not capture fine-scale motions
on fingers. A CyberGlove is costly and may give a low accuracy
when measuring large curvatures on fingers. The Leap Motion
and Kinect are optical-based devices, so their tracking accuracy
may vary based on lighting conditions and the capturing range of
cameras.

An early work by Keir et al. [16] presented a low-cost handheld
device for users to perform wand-like motions, but it did not detect
or recognize finger-level movements. Jeong et al. [14] used film
materials with carbon particles to build a glove for finger-gesture
recognition, but their glove had problems of capturing speed and
stability, so it was not suitable for real-time interactions. Wang and
Neff [41] presented a data-driven calibration approach applicable
to general hand capture hardware that mapped raw sensor data to
the rotations of hand’s joints. Georgi et al. [9] developed a wear-
able system that captures bone movements using IMUs and muscle
activities using electromyography. They directly applied a Hidden
Markov Model over 3D signals to build the gesture classification
model rather than first articulating a hand representation. Their ap-
proach did not consider correlations among signals, which should
be intrinsically consistent to the bone relations in the upper-body

skeletal hierarchy. Groves [10] presented a detailed reference about
using IMUs. Shen et al. [36] used a soft bending, low-cost sensor
to build a hand capturing glove, but there was not any evidence
about the glove’s capturing speed. Calella et al. [3] used raw data
from IMUs to recognize pointing-type gestures using a threshold-
ing method. Their approach did not capture fine-scale motions on
fingers and did not show potentials of capturing a wide range of
gesture types.

2.2 Gesture Recognition
Machine learning and network-based algorithms have been com-
monly used for gesture recognition. Alavi et al. [1] evaluated sup-
port vector machines and artificial neural networks for gesture
recognition using the data collected from wireless motion sensors,
how they could not provide a definitive answer to tell whichmethod
would be prime. Xu et al. [42] trained a back propagation neural
network with a single hidden layer to recognize the hand gesture
and applied it into a virtual reality environment, but their method
fails to support interactive requirement due to the slow recognition
process. Song et al. [38] developed a continuous gesture recogni-
tion system that combined 3D body pose estimations and hand
pose classifications. Neto et al. [29] proposed a continuous spotting
solution using two artificial neural networks to recognize commu-
nicative and non-communicative gestures in real-time for robot
controls. Rosalina et al. [32] proposed an artificial neural network
trained with colored glove images captured by web cameras, which
can recognize alphabetical and number signs (static gestures only).
Luzhnica et al. [24] used a customized glove and extracted the ges-
ture features from real-time data stream using a sliding window, but
the requirement to fill the sliding window with a sequence of data
frames caused a recognition delay. Ma et al. [25] collected muscular
activity data and used the data with a trained convolutional neural
network to classify gesture signals. However, the lack of training
samples and explicit muscular activity errors caused issues in the
classification.

3 SYSTEM OVERVIEW
Our system is composed of four principal components: the custom
gloves (for wireless hand motion capturing), the game engine (for
graphics and hand articulation), the artificial neural network (for
learning gestural features from collected training sets), and the
classification model (for real-time gesture recognition). The data
flow through our system is illustrated in Figure 1. Individual sen-
sors in the glove calculate and report orientations of hand joints.
These orientations are sent to the game engine, which performs
inverse kinematics to create a three-dimensional hand model which
matches the sensor information. To obtain a classification model
for gesture recognition, a data collection session is performed to
store gesture data in files. These files are used as training sets in
the artificial neural network. To control an interactive application
using gestural commands, real-time data streams produced by the
gloves will first go through the game engine and then run through
the classification model. The occurrence of a gesture can be iden-
tified by the classification model, and this gesture is then used to
command the application. The communication between the glove
and the game engine is established with a BlueTooth connection.
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The communication between the game engine and the classification
model is over local sockets.

4 CUSTOM GLOVE AND VIRTUAL HAND
ARTICULATION

This section describes the design of the custom glove with IMU
motion sensors and an articulation method that maps orientations
of individual sensors onto a rigged hierarchical structure of hand
joints.

4.1 Custom Glove
We designed the glove to be lightweight, low-cost, and wearable.
The glove captures and sends hand motions wirelessly and in real-
time. We ahered IMU sensors on the fabric surface of the glove
to track rotations of the palm and rotations of the joints on the
thumb, index finger, and middle finger. These three fingers have
been proved having a high degree of finger independence [20] and
the most expressive movement capability [13]. Raw data returned
by IMUs is processed by the fusion algorithm on the microcontroller
and can be converted into rotation values in the format of Euler
angle or quaternion. In our work, we chose to use quaternions
to represent the rotation values because quaternions avoid the
potential gimbal lock issue and produce singularity-free rotating
trajectories, which we will otherwise encounter with Euler angles.

Figure 2 shows a picture of the prototyped glove and the design
diagram. The main hardware components of the glove are a series
of IMU sensors, a microcontroller, an I2C multiplexer, and a power
supply. In the glove, rotations captured by the IMUs are sent to the
host PC through an established bluetooth communication.

We chose the Bosch BNO055 intelligent 9-axis sensor [8]. We
used a total of seven sensors: one sensor is placed on each proximal
phalanges of the thumb, index finger, and middle finger; one sensor
is placed on each intermediate phalanges of the index finger and
middle finger; one sensor is place on the distal phalanges of the
thumb; and one sensor, combined with an onboard microcontroller,
is placed on the back of the hand to capture the rotation of the
wrist. A custom Printed Circuit Board (PCB) was designed and
manufactured in order to obtain the smallest usable platform upon
which to run a single BNO055 sensor. The miniaturized PCB is
necessary so that the glove is not cumbersome to wear with seven
sensors attached. Of particular note is the removal of the external
timing crystal, additional voltage regulators, and isolation circuits
used by the original Adafruit BNO055 PCB. The custom PCB is
capable of returning data requested by the microcontroller through
a standard I2C port. An 8-Channel I2C multiplexer is used to expand
the communication with sensors. In our design, we chose to use
the Bluetooth wireless connection method because of its potential
to reach a lower power consumption level than Wi-Fi.

4.2 Virtual Hand Articulation and Calibration
The rotation values captured by the glove control the joints of the
virtual hand in a simulated 3D environment. A 3D anthropometric
polygonal mesh is used as the shape template of the virtual hand to
determine constant parameters such as hand size and bone length;
thus, there is no need to perform a runtime estimation of these

parameters. The joints of the virtual hand are articulated in a kine-
matic chain so that hand postures and motions are associated to
relative bone rotations in the hand skeleton.

The IMUs’ quaternions are in an Earth-relative reference frame.
They need to be converted with respect to a local reference frame,
so that the rotation axes of these quaternions are referenced to
the direction that the user’s hand is postured towards the display
monitors or the initial direction of the camera. To achieve this,
the wrist is treated as the root joint, and each IMU’s quaternion
is referenced to the wrist using Equation 1, where Q IMU

i is the
quaternion of a bone associated with an IMU, and Q IMU

w is the
quaternion at the wrist.

Q IMU
i

′
= Inverse (Q IMU

w ) ×Q IMU
i (1)

A potential tracking accuracy issue may arise because the IMU’s
remapped device axes may not perfectly align to the bone’s local
rotation axes (relative to its parent bone). This is usually caused by
inaccurate placement of IMUs on the fingers or sliding on the skin
while joints are moving. To solve this issue, a calibration session
is added to match the hand posture to the the posture of the an-
thropometric hand mesh. During the calibration, a rotation offset is
calculated between the IMU’s device axes and the bone’s local axes
using Equation 2, where KQanth .

i represents a bone’s local quater-
nion from the anthropometric hand mesh (the template hand), and
∆Q̃i represents the rotation offset in the bone’s local domain. Dur-
ing the runtime, a bone of the virtual hand corresponding to an
IMU-attached bone will be driven by the local quaternion of JQbone

i
using Equation 3.

Calibration : ∆Q̃i = Localize (Q IMU
i

′
) × Inverse ( KQanth .

i ) (2)

Runtime : KQbone
i = Inverse (∆Q̃i ) × Localize (Q IMU

i
′
) (3)

5 DATA CONFIGURATION AND
RECOGNITION

5.1 Gesture Data Format
A hand gesture consists of a sequence of continuous frames, with
each frame of data consisting of transformation attributes of both
left and right hands (16 floating-point numbers per hand). Since the
transformation attributes of the two hands are identical, here we
describe those attributes for one hand in detail. Figure 3 illustrates
the transformation attributes we recorded from the right hand.
Three values are used to represent the displacement of the hand
in 3D space, represented as an (x ,y, z) distance from the hand’s
location at the time of calibration. If the position of the hand in
3D space is not used for training, this displacement value is set to
(0, 0, 0). Four values of a quaternion are used to represent a vector
coming out of the palm, denoted as vpalm . Nine values are used to
represent the orientations of three knuckles of the index finger (θ1,
θ2, and θ3), the orientations of three knuckles of the middle finger
(θ4, θ5, and θ6), the orientations of two knuckles of the thumb (θ7
and θ8), and the angle between the index finger and the thumb (θ9),
respectively.
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Figure 2: The prototyped glove and the diagram of the hand motion tracking system. (a) shows the picture of the prototyped
glove with a total of seven IMU sensors (six standalone sensors and one integrated sensor with the control board). (b) is the
diagram shows the connection of the sensors through the IMU bus and I2C mutiplexer to the microcontroller. The glove is
wirelessly connected to the PC and real-time applications through Bluetooth.

vpalm

!7

!8

!1!2
!3

!4!5
!6 !9

displacement 
(x, y, z)

Figure 3: The illustration of transformation attributes of the
right hand saved in the gestural data file. The dotted lines
correspond to the default postures of finger knuckles at time
of calibration.

We format each instance of a gesture type within a data file.
Each row in the file is a frame of data that represents the current
postures of two hands, as shown in Equation 4. Different rows
represent the posture of two hands at different frames. We were
able to collect a frame every 0.02 seconds. Our neural network
uses a 50-frame chunk for each gestural instance, representing a
timespan of 1 second.

{displacement, vpalm, {θ1, . . . , θ9 },︸                                                 ︷︷                                                 ︸
left hand

displacement, vpalm, {θ1, . . . , θ9 } }︸                                                ︷︷                                                ︸
right hand

(4)

We also appended each frame with the value changes from the
previous frame. Smaller changes will reflect a higher similarity
in hand posture for the duration of a gesture. By doing this, it is
easier for the network to differentiate between static and dynamic
gestures. It is also better for the network to understand the changes
inherent to dynamic gestures, as those value changes represent
motions instead of orientations.

5.2 Gesture Vocabulary
Interaction-based gestures are composed of both static and dynamic
gestures that are meaningful actions and can be used for command-
ing. To our knowledge, the literature does not have a standard
format for defining such gestures for human-computer interactions.
To define a gesture vocabulary for interaction, we borrowed the
gesture design concept for sign language [22] and studied the liter-
ature about gestures in speech [4, 30]. In this work, hand gestures
are semaphoric gestures that convey a standardized intent when
performed [11]. The vocabulary is centered around the use of a
neutral supported position, which prevents long-term usage from
fatiguing the user’s arms. [12].

The following one-handed gestures are used in our system:

• Come – The user holds their hand out with their palm facing
upwards, then curls their fingers towards their palm.
• Go – The user holds their fist out with their palm facing
downwards, then uncurls their fingers until horizontal.
• Stop – The user holds their hand out with their palm facing
forward.
• Swipe – The user holds their hand out with their palm facing
towards the centerline of the body, then pushes their hand
from outside the body towards the inside of the body.
• Point – The user holds their fist out with their index finger
uncurled until straight.
• ThumbsUp – The user holds their fist out with their thumb
on the topside of their fist, then extends the thumb until
straight.
• Pinch – The user touches the tips of their thumb and index
finger together, and extends their other three fingers
• Twist – The user curls all of their fingers into the pailm
except for their thumb and index finger, which grasp an
imaginary knob. The palm begins facing downwards, and
then is then rotated to face upwards.

Additionally, the following two-handed gestures are used:

• ThisWide – The user holds their palms towards each other
with their extended fingers pointing upwards
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• ShoveRight – The user starts with both hands facing palm-
forward, then rotates both hands to the right and bends them
forward at the wrist
• ShoveLeft – The user starts with both hands facing palm-
forward, ten rotates both hands to the left and bends them
forward at the wrist
• Clap – The user hits the palms of their hands together
• ThisTall – The user holds both of their hands horizontally
with the palms facing down, then turns their wrists until
each hand’s fingers point towards the center line of the body
• SnapInHalf – The user brings their clenched fists together,
then pivots them downwards and away from one another
• Nothing – The user remains idle in any position that does
not match some other static gesture

5.3 Data Collection and Augmentation
We implemented an interface tool that integrates the glove and the
Unity engine. The tool prompts the participant for a specific gesture
that he or she needs to perform, and then records the participant’s
hand motion. The tool requires the participant to start in a neutral
hand posture prior to perform a gesture, where the elbow is tucked
into the body and the hands are suspended with the palms facing
inwards and keeping a short distance in-between. The tool’s prompt
during the recording includes three components: (1) the texts on
the screen indicating the type of gesture to perform, (2) a vertical
line moving from left to right across the screen, which indicates the
time period for the participant to perform any movement, and (3) a
highlighted region in the middle of the screen, in which motion data
will be recorded by the tool when the vertical line moves within
the highlighted region. The total time for the vertical line to move
across the screen is set to 4 seconds. The highlighted region in the
center of the screen occupies 25% of both the total screen space and
total time.

It is important to increase data diversity as the gestural feature
of interest needs to be in varying sizes and different time intervals.
To increase the diversity and prevent the network from overfitting,
we manufacture new data using the existing data we have collected.
This is a known methodology named data augmentation [5, 31].
First, we isolated all gestures that use only one hand (Come, Swipe,
etc.) and split the recording into active hand data and non-active
hand data. Then, all elements of active hand data are paired ex-
haustively with the elements of the non-active hand data, which
creates new recordings that contain both the original gesture and
all manner of different resting positions for the non-active hand.
Second, the frames in the recordings are shifted by some integer in
[-20, 20], representing a shift of up to 0.4 seconds. Third, the value
for each component of the frame is perturbed by some percent in
[-20%, 20%] of the standard deviation for that component across all
frames in the recording. These data augmentation steps are used
to get more mileage out of each recording, as each of the steps
preserves which gesture the recording ought to be recognized as.

5.4 Thresholding System
In order to detect gestures from real-time data streams, we take
a one-second history of the user’s hand readings and present it
to the classification model produced by the neural network. The

classification model then returns gestures confidences that have
been through the Softmax function, which puts each confidence on
a scale from 0 to 1 and makes the summation of the confidences
equal to 1.

As the gesture vocabulary grows, several gestures may look
very similar, resulting in false positives when trying to recognize
them using the neural network. To stop the system from signalling
false positives, we combined finite-state machine logic with a con-
fidence thresholding system. In this system, the user starts in a
"Nothing” state, symbolizing that they are not currently perform-
ing any gesture. As soon as a gesture’s confidence level rises above
its confidence threshold, the system changes its state to that gesture.
Once the system’s state is a gesture, one of the following behaviors
will activate. If the gesture is non-repeatable / instantaneous, no
additional gestures can be detected until the system first returns to
the "Nothing” state. If the gesture is repeatable / sustained, then on
every frame where the gesture still lies above its threshold, it is sig-
nalled again. Like with non-repeatable gestures, no other gestures
can be detected after a repeatable gesture until the system returns
to the "Nothing” state.

We derive these threshold values using a percentile of the true-
positive readings for each gesture. For each gesture, we load all
the files where the neural network correctly identifies it. Then, we
measure the confidence value by which the network arrived at its
decision. Among these readings, we sort the results and take the
percentile as the threshold value for each gesture.

5.5 Gesture Forecasting
By leveraging the mathematical properties of physical movement,
we are able to reduce our gesture recognition latency by forecasting
transformation values in the hand model. Unlike pixel values in a
picture, which are non-differentiable and discontinuous, the data in
our recordings represents angles and orientations, which are both
differentiable and continuous. By taking a derivative of the end
of the data stream, assuming it to be constant, and extrapolating
frames into the future, we can forecast the values and use the
augmented data stream to detect gestures more quickly.

When forecasting, we first decide on whether we are using a
first or second derivative. The first derivative would correspond to
velocity, which holds steady during the middle of a gesture, while
the second derivative would correspond to acceleration, which
holds steady during the beginning and end of a gesture. Next, we
set a hyperparameter that indicates the number of frames which
we will be forecasting. Frame by frame, we forecast future readings
using the computed derivative and the end of the current data
stream. Finally, we cut the oldest frames from the data stream to fit
the neural network’s input size, then feed the forecast-augmented
frame data into the neural network.

6 LIGHT CONVOLUTIONAL NEURAL
NETWORK

We came to understand that humans do not recognize or perform
gestures based on a stringent set of rules [15]; instead, both the
actor and the viewer translate the general meaning of the gesture
into a hand motion that varies in position, orientation, speed, and
fluidity [15]. In order to achieve maximum system accuracy, we
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need to employ a strategy that can work from the physical motion
of the user’s hand all the way up to the high-level intention they
are trying to convey. We chose neural networks for this task, as
they are able to take in a baseline set of data and work upwards to
discern high-level relationships between features and classify the
inputs that contain them.

The design of our neural network needed to reach two goals: (1)
The classification model produced by the network needs to achieve
high accuracy for gesture recognition, and (2) The classification
model also needs to run at a high speed for real-time applications,
so that it will not impair the user’s operation of the system.

For our network architecture, we chose to use a convolutional
neural network (CNN), which have been applied to perform visual-
type tasks. There are similarities between datasets for visual-type
tasks and the dataset used in our gesture recognition task. The
layers of operation in our CNN is described in Section 6.1. The core
of our CNN is the convolutional operation on the rotation values
of the joints, which is computationally expensive. Consequently,
it would prevent the trained classification model from the use in
real-time applications. Section 6.2 presents our method to reduce
the complexity of the CNN while preserving the accuracy.

6.1 Layers of Operation in CNN
The design of our CNN follows the methodology presented in
AlexNet [19]. Training the CNN with the gestural dataset is an
iterative process. At each iteration, recording data points are trans-
formed by convolutional filters across the entire neural network,
and then values of parameters are updated with gradient descent
and used at next iteration. There are several layers of operation,
each of which takes in the output from the previous layer and per-
forms a specific computation. Our network has two “learning” layer
types – convolution and dense, and one “computation” layer type –
max-pooling.

Convolution is an operation whereby a subject is tested for simi-
larities against a set of filters. The operation is performed by “sliding”
the filters over each possible position in the subject, and at each
position measuring the similarity between the captured region and
the filter. Each convolutional layer in the network has a limited
number of filters, and is responsible for taking the output from the
previous layer, performing convolution on it, and then signalling
the presence or absence of the features represented by its filters to
the next layer.

The dense layer takes the output from the previous layer and
feeds it into a number of neurons, which are independent units
that each represents a weighted sum of the input values. Then,
the layer passes each of these weighted sums through the ReLU
non-linear activation function [28]. Dense layers are placed near
the end of our network due to their lack of specialized features and
high capability to discover high-level relationships among outputs
from the previous layer.

Max-pooling is an operation to reduce the size of the data frame
travelling forward in the neural network, which forces it to ig-
nore low-level differences among gestures and discern high-level
meaning from the presence and absence of features in the user’s
position history. This drives the network away from rote memo-
rization of certain coincidental data patterns and towards a more

Figure 4: Theminimized CNNused in our system for gesture
recognition. In comparison with the AlexNet, the light CNN
has reduction ratios with DP = 20% and RF = 4.

human-like understanding of how low-level features work together
to communicate a gesture.

The outputs of the neural network are fed through a softmax
function [2] to transform them into confidence values. These con-
fidence values fall in the range 0 to 1 and sum to 1, giving us a
probability distribution of what gesture the user is performing.

6.2 Network Reduction
We reduce the network’s depth and width to make them suitable for
being integrated with real-time gestural-based user interfaces, all
while maintaining the accuracy and essential characteristics of the
architecture that provide its unique advantages. The depth of the
network refers to the number of layers between the input training
set and output neurons that report the classification confidences.
The width of the network refers to the number of filters employed
in each layer that affects the number of neurons produced after the
layer.

Decreasing either depth or width values within the architecture
of a network increases speed, and this increase is proportional to
the number of neurons that have been removed. We kept track of
our reductions to the network using two hyperparameters. The
first is the depth percentage (DP), which is a percentage between
0% and 100% representing the percentage of layers that remain
in the network after reduction. The second is the reduction factor
(RF), which corresponds to the exponent for width reduction in a
form expressed as neuronNumnew = 2−RFneuronNumold . In our
procedure, we first minimize the depth of a network, then minimize
its width. Figure 4 shows the light CNN used in our system to train
the classification model for gesture recognition.

6.2.1 Depth Reduction. For each network, we first adjusted the
aspect ratio of both the input data frame and the convolutional
windows to match the aspect ratio of our input data. The total
number of input data elements and neurons on each layer was
preserved. We remove all layers that are of a higher resolution
than our input data, then add back as few layers as possible until
we clear a minimum accuracy threshold. These layers are added
back from the end of the network towards the beginning, in order
of ascending resolution. Conceptually, removing depth from the
network reduces the degree to which it can understand high-order
relationships amoung the input values, and thus there theoretically
exists a minimum depth needed to understand the complexity of
the data.
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The amount of depth remaining in the network is governed by
the DP hyperparameter. An important note is that in some archi-
tectures, multiple layers work together to form a single operational
unit. For example, GoogLeNet [39] is constructed not of individual
layers, but of nine-layer modules called Inception modules. In re-
ducing the depth of the networks with sub-components, we did not
break up these operational units, instead treating them as a single
layer to be added or removed.

6.2.2 Width Reduction. We remove neurons from each layer of the
neural network using a scheme appropriate to that layer’s architec-
ture. For convolutional layers, we reduce the number of filters, and
for dense layers we reduce the number of neurons. Conceptually,
removing width from the network reduces the number of signifi-
gant features it can recognize, and thus there thereotically exists a
minimum width needed to form a sufficient set of baseline features.

We reduce thewidth of the network by incrementing the previously-
defined RF, each point of which represents a halving of the number
of neurons in the layer. We reduce the number of filters instead
of the dimension of each filter because (1) the filters represent an
import facet of the network architecture – the size of the features
being extracted, and (2) we relied on the dimensionality reduction
caused by the convolutional layers in order to arrive at our mini-
mum depth. Changing the size of the convolutional filters would
alter those sizes, meaning we would have to start the algorithm
again with a different set of resolutions.

6.2.3 Detail of Reduction Algorithm. To begin network reduction,
we first determine a minimum required accuracy and a maximum
allowable time for the computation of a single frame of input data.
For our networks, we chose 98% percent as our minimum accuracy
and one-sixtieth of a second (the maximum allowable time for a
sixty frames-per-second refresh rate) as our maximum allowable
time. Second, we choose the minimal depth and maximal width for
the network. Third, we train a network using the current DP and RF.
If it satisfies our acceptance criteria, we continue to the next step.
If it does not, we add one layer at a time to the network until either
the acceptance criteria are met or there are no additional layers
left to add, in which case the architecture is deemed inadmissible
and the algorithm terminates. Fourth, we take this minimal-depth
network and begin increasing its RF. We train the network after
each increase to ensure that it still passes the acceptance criteria.
The final RF is decided by either failing the acceptance criteria or
by encountering a network’s maximum allowable RF, determined
by the smallest neuron count from among its layers. For example,
a network with a convolutional layer of 64 filters could not accept
a RF greater than 6, since each convolutional layer requires at least
one filter. Finally, this network with minimal DF and maximal RF
is saved to the disk.

7 EXPERIMENT AND RESULTS
We used the custom sensor gloves to record handmotions and saved
them into files in the format described in Section 5.1. A total of 15
volunteers participated in the data collection process. We collected
20 recordings for each of the 23 gestures in Section 5.2 from each
participant. Gestures were prompted in a random order to prevent
volunteers from pre-emptively positioning for the next gesture to
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Figure 5: The network training result showing the percent-
ages on accuracy, misclassification and nonclassification
over various thresholding levels.

be recorded. We obtained 6700 recordings and partitioned them
into 5360 training files and 1340 testing files, an 80% / 20% split.
The networks were trained for a total of 15,000 steps. We used the
technique of early-stopping, where the network was saved every
time it hit a new highest accuracy, and then the final saved network
is taken as the training output. Our training routine ran with a
learning rate of 0.0001 and used the Adam optimizer [18].

7.1 Evaluation on Network Reduction
Our reduction algorithm increased our network’s speed. Table 1
shows that even amoung high RFs, it is possible to halve the pa-
rameter count and double the execution speed on the AlexNet
architecture using DP=100% and RF=6 instead of DP=20% and RF=4.
As RF holds constant and DP increases, the number of adjustable
parameters in the network decreases. This is because in a reduced-
width network, the parameter count is dominated by the first dense
layers, where the output of the convolutions is flattened before
entering. When using very few filters in the convolutional layers,
the result is that the loss in resolution outpaces the gain in filters,
reducing overall parameter count.

Our final neural network, an AlexNet with DP=20% and RF=4,
exhibited a 98% accuracy on the testing data and a softmax cross-
entropy reading of 0.1713, reaching these values after 9,390 steps
of training.

7.2 Evaluation of Thresholding System
To choose the thresholds for the state machine detailed in Sec-
tion 5.4, we used the true-positive rates of the recordings where
a gesture was successfully identified. When thresholds were set
inappropriately, two types of errors arose. The first was misclassifi-
cation errors, where a gesture would be recognized as happening,
but misidentified. Misclassification errors occurred when either
noise generated during a “Nothing” pose or false-positive readings.
The second was nonclassification errors, where no gesture was
recognized as happening. Nonclassification errors occurred when a
user could not clear the threshold of a gesture while performing it.

Figure 5 shows that, as expected, misclassification errors domi-
nated when thresholds were too lenient, and nonclassification er-
rors dominated when thresholds were too strict. Using the AlexNet
(DP=20%, RF=4) network, we determined the optimal threshold
percentile was 20%.
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DP RF Accuracy (%) | Speed (ms) | # of Parameters (million)
AlexNet [19] LeNet [21] VggNet16 [37] GoogLeNet [39]

20% 6 92.01 | 4.18 | 6.23 81.32 | 3.91 | 0.71 88.58 | 6.76 | 22.74 70.19 | 6.91 | 1.05
60% 6 95.19 | 5.69 | 6.01 77.32 | 4.54 | 0.66 60.86 | 9.10 | 19.83 11.77 | 9.19 | 0.06
100% 6 80.22 | 7.06 | 5.16 77.32 | 4.54 | 0.66 49.44 | 12.05 | 16.63 11.77 | 9.19 | 0.06
20% 4 98.03 | 8.94 | 98.73 81.32 | 3.91 | 0.71 88.58 | 6.76 | 22.74 87.62 | 7.91 | 17.41
60% 4 97.50 | 9.48 | 96.12 77.32 | 4.54 | 0.66 60.86 | 9.10 | 19.83 63.77 | 9.27 | 0.97
100% 4 89.80 | 10.71 | 82.58 77.32 | 4.54 | 0.66 49.44 | 12.05 | 16.63 63.77 | 9.27 | 0.97

Table 1: The accuracy, speed, and trainable parameter count of four networks under different combination ofDP andRF values.
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Figure 6: Results of various forecasting thresholds using the
first derivative (dashes) and second derivative (dots).

7.3 Evaluation of Gesture Forecasting
We found the optimal value for the number of forecasted frames by
searching linearly through the possible values of 1 (0.02 seconds)
to 50 (1 second). The results are shown in Figure 6. Using the first
derivative to extrapolate frames is more accurate than using the
second derivative. As the number of forecasted frames increases
under the first derivative, the accuracy of static gestures rises while
the accuracy of dynamic gestures falls. This is because extrapolat-
ing dynamic movements will cause them to become exaggerated
and to pass the stopping point of a normal human hand, while
extrapolating static motions will cause the network input to be
filled with multiple extremely-similar frames.

Forecasting out to 5 frames using the first derivative retains the
accuracy of the original network while allowing gesture recognition
to take place 0.1 seconds more quickly. Going farther incurrs a
small accuracy penalty out to 20 frames, which retains a 95.60%
recognition accuracy while forwarding recognition by 0.4 seconds.
Beyond 20 frames, the accuracy drop-off is severe with regards to
dynamic gestures for the system to remain viable, leading all the
way down to 0% dynamic recognition at 50 frames. Thus, we use
the smaller forecasting value of 5 frames. If we were able to increase
the network’s reliability or be given leeway in terms of accuracy,
we could choose the larger value of 20 frames.

7.4 Overall Performance and Comparison
Based on our analysis, we decided on values of the 5 hyperparame-
ters: DP, RF, threshold percentile, forecast frames, and derivative,
which are respectively equal to 20%, 4, 20%, 5, and first derivative.

Procedure # of sensors# of gesture typesAccuracy (%)
Ours 14 23 98.03

Alavi et al. [1] 5 12 100.00
Neto et al. [29] 24 10 99.80

Luzhnica et al. [24] 26 31 98.52
Xu et al. [42] 18 15 97.96
Song et al. [38] 15 24 86.35
Ma et al. [25] 4 8 81.52

Rosalina et al. [32] 1 (camera) 40 88.89
Table 2: Results of our method compared to other methods.

We achieved an accuracy of 98% and a speed of 8.94 milliseconds
per frame, with 0.1 seconds of forecasting.

The results of our method are compared with the results of other
methods in Table 2. Our method out-performs each other method
in at least one area – the required number of input sensors, the size
of the vocabulary, or the recognition accuracy. The most notable
comparison is to the work of Luzhina et al. [24], which has both
a larger vocabulary and recognition accuracy, but requires nearly
double as many sensors to achieve these results.

8 CONCLUSION AND FUTUREWORK
In this work, we have created a system for real-time gesture recog-
nition via neural network, Based on the results and our analysis, we
can draw several useful conclusions. Our network-reduction algo-
rithm is capable of providing marked increases in speed while still
keeping the same accuracy of larger, slower networks. Tuning the
five hyperparameters of the network allows users to trade among
execution speed, recognition accuracy, and forecasting distance
as they see fit. Our finite-state-machine logic functions well for
eliminating misclassification and nonclassification errors.

In the future, we plan to expand the pool of training data and
include a more diverse cast of users, so that different body types
and gesturing styles can be represented. We will test our reduction
algorithm on more complex networks at their full size on capable
hardware. The forecasting system can be improved by setting limits
on the predicted values such that no impossible hand positions can
be forecasted. Additionally, the accuracy of the second-derivative
forecasting can be improved by implementing dropoff to the accel-
eration, such as a linear or exponential falloff.
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